CBoa moaenb:
MeHAeM MaHepy oTBeTa

JNlekuma 1 - MpakTnkym
Janvnn bakanuH

3anyckaem Qwen2.5-1.5B-Instruct, coxpaHaem ncxoaHbI OTBeT 1 foobyyvaem HebonbLuyto LORA Ha
rOTOBbIX @HIIMNCKMX AManorax B MMpaTCKoM CTue. 3aTeM NoBTOPAEM He3aBUCUMMble BOMPOCh! 6e3
VHCTPYKLMK O CTUAe.

OcHosHowu nyTb: Python 3.11, NVIDIA v Jupyter. Kog BbinonHsaeTca nocneaoBaTeNbHO B UMCTOM agpe. [na
konuposaHusa yaobHee HTML-npaktukym van dainn .ipynb: B PDF annHHas koMaHaa yCTaHOBKM
nepeHeceHa Yyepes 0bpaTHYHO KOCYHO YepTy.

3asava onbiTa — yBUAETb M3MeEHeHMe noBegeHus. [paBnabHOCTb GakToB, COXpaHeHWe A3blka U CTUb
oLeHMBaloTCa oTaeNbHO. CHUXeEHWe yuebHOoM OWnHKN He A0Ka3bIBaEeT yyylleHNe BCEX OTBETOB.

NMoarotoBKa oKpy>XeHus

Ecnv Anaconda ewé Her, yctaHoBUTe €€ ¢ anaconda.com/download. Jupyter y>e BXxoauT B AncTpnbyTme. B
Anaconda Prompt co3gante oTaenbHbivi Python v 3apernctpupyinte sapo:

conda create -n llm-course python=3.11 pip ipykernel -y
conda activate llm-course
python -m ipykernel install --user --name llm-course --display-name "LLM course"

Ortkpowrte JupyterLab n3 Anaconda Navigator. B meHto Kernel — Change Kernel Bbibepute LLM course.

Co3paBaTtb OKpyXXeHMe 13 Koga 4vepes subprocess He Hy>xxHo. IHTepdelic Jupyter moxeT paboTaTtb 13 base,
a Averikun — B lIm-course.
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1. YcTtaHOBUM 6MbAnOTEKMN

%pip ycTaHaBAvBaeT nakeTbl B Python TekyLero sapa. Mepeas komaHaa 6epét cbopky PyTorch ¢ CUDA
12.1 n3 oduumanbHOro penosmtopus. Bropas ycraHaBavBaeT cornacoBaHHbIn Habop 6ubanoTtek Kypca.
Mocne yctaHoBKM Nepe3anyctuTe aapo vepes Kernel — Restart Kernel. YctaHOBKa BbINOAHAETCS OAMH pa3
AN OKPY>KEHMS.

Bepcun 3akpensieHbl 415 NOBTOPEHUs NpuMepa. YCTaHOBKa MeHSEeT NakeTbl BbIOpaHHOro OKPY>KEeHUS.
Mocne Heé nepesanyctute a4po. B TepmuHane 3ameHnte %pip Ha python -m pip, npeaBapuTensHo
aktusmposas llm-course.

%pip install torch==2.5.1 --index-url https://download.pytorch.org/whl/cul2l
%pip install transformers==4.57.1 datasets==4.8.3 peft==0.17.1 trl==0.22.2 \
accelerate==1.13.0 huggingface-hub==0.36.2 safetensors==0.7.0

2. NMpoBepum Buaeokapty

torch.__version__ noka3biBaeT cbopky. cuda.is_available() npoBepset, moxeT an 370T Python ncnonb3oBatb
NVIDIA. assert ocTaHaBAMBaeT OCHOBHOW MyTb C NMOHATHbIM coobLieHnem, ecnn CUDA HepocTynHa. Homep
0 obo3HauaeT NepByto JOCTYMHYO BUAEOKAPTY.

# PyTorch BbiNOSHAET BbIMMC/IEHMA MOAenn U nposepaeT gocTyn Kk CUDA.
import torch

print("PyTorch:", torch.__version__)
assert torch.cuda.is_available(), "CUDA HepocTynHa: cM. pa3gen nomouwmu"
print("BuaeokapTa:", torch.cuda.get_device_name(0))

3. Bbibepem mogennb

CneBa oT / — Bnagenew, peno3utopus, cnpasa — ero uma. CTpoka coBnagaeT ¢ KOHL,OM ajpeca
huggingface.co/Qwen/Qwen?2.5-1.5B-Instruct. Ans Apyroi Mogenn KonupyroT e€ COBCTBEHHbIN
naeHTndunKaTop. 34ech Noka BbIBUPAETCA TONbKO MOAENb.

# WpeHTuPMKATOp KOMMpyeTcCs M3 3aronoBka cTpaHuupl Ha Hugging Face.
model_id = "Qwen/Qwen2.5-1.5B-Instruct”

4. 3arpy3sum rotoBbi/i FeHepaTop TeKcTa

text-generation — 3agava npogonkeHmns Tekcta. model ykasbiBaeT peno3utopuin. device=0 pa3meluaer
mogzenb Ha nepsori NVIDIA. dtype="auto" ncnonb3yet popmat BecoB 13 KOHPUrypaumny; y BbiIbpaHHON
Qwen 370 bfloat16, dopmat ¢ AByMsA 6aiTaMu Ha UMCNO. BHYTPEHHWUI anropuT™M BHUMaHUSA U Cay>KebHble
TOKeHbI BbibupaeT bubanorteka.

# pipeline obbeauHAeT mMopdeNib, TOKEHM3ATOp U TFeHepauuw TekcTa.
from transformers import pipeline

chat = pipeline(
"text-generation"”, model=model_id, device=0, dtype="auto"
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5. MocmoTpum Ha BXxoa moaenu

TokeHM3aTOp NEPEBOAMNT CTPOKY B MAEHTUPUKATOPLI PparMeHTOB TeKCTa. input_ids — cnncok aTux uncen,
decode BbinosHAeT obpaTHOe NpeobpasoBaHmne. Yncna 0b603HaUatoT 31eMeHTbI CI0BapS, a He OLEHKM

CMblC/la C/10B.

# ToKeHU3aTOp yxXe 3arpyxeH BMecTe C Moje/sibi.

ids = chat.tokenizer("Hello, captain!")["input_ids"]
print(ids)

print(chat.tokenizer.decode(ids))

6. 3agaanm Bonpoc

role="user" o603HauaeT nonb3oBaTens, content cogepxut Bonpoc. Pipeline cam odbopmaseT guanor ansa
Qwen. max_new_tokens orpaHuunsaet npogomkerHve 100 TokeHamu, do_sample=False oTknrouaer
cnyyariHyto Bblbopky. V13 pesynbTtata 6epém nepsbii Avanor n nociegHee cooblieHne — oTBeT
nomolHKKa. Tenepb ask("Bonpoc") Bbi3biBaeTCA OAHOM CTPOKON. before coxpaHsieT MCXo4HbIA OTBET.

# 3Ta ¢yHKuMA n3baBnAeT OT MoBTOpeHuA dopmaTa Auanora.
def ask(question):
reply = chat(
[{"role": "user", "content": question}],
max_new_tokens=100, do_sample=False

)
return reply[0]["generated_text"][-1]["content"]

question = "How can I organize my study time?"

before = ask(question)
print(before)

7. BO3bMEM rotoBble Ananoru

load_dataset oTkpbiBaeT Habop kak Tabauuy. train — nms pasgena, a He KOMaHAa Hayana obyueHus. B
KaXkaon cTpoke messages — penavku. GunbTp ocTaBaseT KOpoTkme BOnpocskl, select 6epét nepsble 512
MOAXOAALLMX CTPOK. OTBETHI HE MEepPenuCbIBatOTCSA, CTU/Ib He J06aBASETCS BPYUHYHO.

WcTouHuk: winglian/pirate-ultrachat-10k. OTBeTbl ckaumBatOTCA M3 peno3nTopus H6e3 nepenmcbiBaHUs.

from datasets import load_dataset

# B Habope yxe ecTb BOMPOCH W OTBETbH B MUPATCKOM CTU/E.
data = load_dataset("winglian/pirate-ultrachat-10k", split="train")

# Bo3bMéM 512 npumepoB c Bonpocamu Kopode 300 CUMBOJIOB.

data = data.filter(lambda row: len(row["messages"][@]["content"]) < 300)
data = data.select(range(512))

print(data[e])
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8. lo6baBum obyuaemyro uacTb

PEFT — 6ubanoTeka 3kOHOMHOro foobydeHus. LoORA fobasnset HebosblLne 0byyaemMble MaTpULbl K
npeobpazosaHunam mogenn. CAUSAL_LM obo3HauaeT npegckasaHme ciesyroLero TokeHa no
npeablaywmm. CtaHaapTHaa koHpurypaums PEFT gna Qwen BbibrpaeT noagep>kvmBaemMble ciov; 6a3oBble
BeCa OCTar0TCs 3aMOPOXXEHHBIMU.

from peft import LoraConfig

# [lnAa nepBOoro ombiTa UCNONb3yeM CTaHAapTHble HacTpohku LORA.
adapter = LoraConfig(task_type="CAUSAL_LM")

9. 3apgaaum pasmep 3KCnepuMeHTa

SFT — ob6yuyeHune Ha npumepax >xenaeMoro nosegeHus. 3aeck: 400 obHoBaeHwi; learning_rate=0.0003
3afa€T MacwTab n3meHeHus; no 2 Ananora obpabaTbiBatoTCA 3a NPOXOA, 4 NPOXOAa HaKanAVBaroTCA Nepes
obHoBneHVeM. 310 8 NnpumepoB Ha war. max_length orpaHnumBaet guanor 384 TokeHamu, ANNHHbINA XBOCT
obpe3saetcs. output_dir — nanka pe3ynbTaToB, report_to="none" oTkAtOYaET BHELLHWE CEPBUCHI
XypHannposaHusa. OcTanbHble NnapameTpbl bepyTtca n3 BbibpaHHon Bepcum TRL.

from trl import SFTConfig, SFTTrainer

settings = SFTConfig(
output_dir="pirate-output”,
max_steps=400, learning_rate=3e-4,
per_device_train_batch_size=2, gradient_accumulation_steps=4,
max_length=384,
report_to="none"

10. 3anyctum goobyueHume

Mepenaém 3arpy>xeHHy0 Moaenb, eé TokeHm3aTop, aguanory, LoRA n HacTpolikn. SFTTrainer rotoBuT
nocnesoBaTeNbHOCTU, COBMPAET MNOPLUK JaHHbIX, BblUMCASET OWNDOKY 1 OOHOBAAET NapaMeTpbl ajanTepa.
train() 3anyckaet umka. [porpecc noABAAeTca B BbIBOAE AYelKY; l0ss — olwmbka npesckasaHna TOKEHOB, a
He J0Af NPaBWAbHbIX OTBETOB.

trainer = SFTTrainer(
model=chat.model, processing_class=chat.tokenizer,
train_dataset=data, peft_config=adapter, args=settings
)

trainer.train()
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11. NMNocmoTpnm Ha xoa obyueHus

B log_history ectb n3amepeHus loss n ntorosas cratmuctika. bepém 3anucu c loss 1 neyataem Lwar u
YCPeAHEHHYH0 OWmnbKy. paduk B neKL MM CTPOUTCA MO TaKOMY XYypHany peasbHOro 3anycka; y4yebHas
aHMMaLMs NnokasaHa OTAesbHO.

# XypHan pocTyneH 6e3 MNOAK/JWYEHUA BHEWHEro cepsBuca.
for row in trainer.state.log_history:
if "loss"™ in row:
print(row["step"], round(row["loss"], 3))

12. MoBTOpPUM TOT K€ BOMNpPOC

trainer.model cogepxuT 6a3y c agantepoM. eval() BKAtOUYaeT pexnm ncnonb3oBaHusa. Bonpoc 1 HacTporiku
reHepauun He MEHSKOTCS, MHCTPYKLMM «TOBOPU Kak nupaT» HeT. CpaBHMBaeM CcoxpaHEéHHbIV before ¢ after.

# Nopknwyaem oby4veHHbIM ajanTep K TOMY Xe reHepaTopy.
chat.model = trainer.model
chat.model.eval()

after = ask(question)

print("A0:\n", before)
print("NOCNE:\n", after)

13. MpoBepum gpyroi Bonpoc

MepBbIi BOMPOC NpOBepseT NEPEHOC CTUAA Ha APYrYO TEMY, BTOPON — Ha PYCCKUI A3bIK. AHTNANNCKUN
Habop He rapaHTMpyeT Takon nepeHoc. CMOTPETb HY>KHO W Ha CTWJIb, U Ha CMbICA: MMPATCKOe NPUBETCTBUE
camo no cebe He enaeT OTBET XOPOLLUM.

print(ask("Explain what a neural network is in two sentences."))
print(ask("Ckaxu, Kak nydwe y4uTbCsA NporpamMmupoBaHui?"))

14. CoxpaHum pesynbTar

B pirate-adapter 3anucbiBatoTcsa Beca LoRA, koHbUrypaums 1 TokeHnsatop. basosas Mogens He
KOMMpyeTcs: Npu caeyroleM 3anycke Hy>kHbl 1 6a3a, n agantep. basa yxxe HaxoAUTCA B IOKaNbHOM K3LLe.
OTzenbHbI 6GNOKHOT MOKa3blBaeT 3arpy3ky B HOBOM CeaHce.

trainer.save_model("pirate-adapter")
chat.tokenizer.save_pretrained("pirate-adapter")
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15. NMNepexkntounm coxpaHéHHyro LoRA

load_adapter 3arpy>aet BTopyto LoRA ¢ umeHem long k Toli xe 6a3oBori Qwen. set_adapter Bbibupaet
0AHy AobaBKy: Beca ABYyX afjanTepoB 3jech He cknagpiBatoTcs. default — nma nepeori LoRA, co3gaHHom
SFTTrainer. eval() BkarouaeT pexxum oTBeTa. ApXuB AJAMHHOIO ajantepa AOCTyNeH B MaTepuanax, ero nanky
HY>XHO pa3MecTuTb PSAOM C BJOKHOTOM.

JononHutenbHas JeMOHCTPaLMs: ckavaliTe apxmB ajanTepoB M3 MaTepmanoB Kypca 1 pa3Mectute
pirate-adapter-long psagom ¢ 610kHOTOM. AAnHHas Bepcmsa npogokaeT nepsble 400 waros ewé Ha 800
npw learning_rate=0.0001. 3Ta suelika He 3anyckaeT NOBTOPHOE 0byUeHue.

# CHavana ckavaluTe M pacnakyiTe ANUHHbIA aganTep paAoM C 6JIOKHOTOM.
chat.model.load_adapter("pirate-adapter-long", adapter_name="long")
chat.model.set_adapter("long")

chat.model.eval()

print(ask(question))

# BepHEM apanTep, ObOyYeHHblk B 3TOM ceaHce.
chat.model.set_adapter("default")

CamocTosATe/IbHbIN IKCNEPUMEHT

Bo3bmuTe Apyryto Moaenb, AaHHble UAK Lesb oobyyeHuns. VismeHuTe cTuib, GopmaT OTBeTa,
TemaTnyeckoe NoBeAeHne AN nccaeayte nepeHocC Ha Apyron asbik. [ogrotoBbTe KOHTPObHbIE
BOMPOCHI 40 0OyYeHUs, COXpaHUTe OTBEThbI A0 U Nocse. Pa3bepuTe yaauHble U HeygauHble Cyyau.

Vicnonb3oBaTb Nt06ble MHCTPYMEHTBI paspelueHo. Mpuwwinte yepes popmy ccbiiky Ha GitHub nan apxme ¢
KOZOM, BEPCMAMM, 3aMbICIOM, PEXUMOM 0byyeHuns n pesynbtatamu. Ccbiika Ha popmy byaet
npejocTaBneHa oTAeNbHO. He BkAtOYaTe TOKeHbI AOCTyna.

Apyroi komnbrotep

Mpun HexBaTke BuaeonamaT HauHuTe ¢ Qwen2.5-0.5B-Instruct, per_device_train_batch_size=1n
max_length=256. MNepe3anyctnte 84po, uTobbl 0cBO6OANTL CTapble Mogenn. MeHbLuas Moaenb 1 apyras
AJIVMHA MEHSAIOT YCNOBMA ONbITa.

Ans CPU ncnonb3yinte cooTeeTcTBytOLLYytO cbopky PyTorch, device=-1 n dtype=torch.float32 B pipeline;
use_cpu=True n bf16=False B SFTConfig. MepBble max_steps=10 cay>aT TOAbKO NPOBEPKOW 3anycka.
Bpems GPU He sBnsieTcs nporHo3oM BpeMeHun CPU. MogpobHas noMoLLbs HaxoanTcs B
docs/troubleshooting.html.

NCTOUHMKN N MaTepuasibl

Mogenb: Qwen2.5-1.5B-Instruct.
O6yueHme: TRL 0.22.2, SFTTrainer.
LoRA: Hu et al., 2021.
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